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1999b(9)/1997a(14)/1995b(17): What is meant by 95% confidence interval? 
Explain the practical applications of CIs and indicate why they may be 
preferred to P values 
General: 95% CI defines the range of values where there is 95% probability of 
encompassing the true population estimate. 

- Derived from a sample of population of interest 
o Relates to the sample statistic rather than individual observations 

- It is dependent on the standard error of the parameter being measured 
(e.g. mean) 

- As CI is related to SEM, it is also a measure of precision (↓range) or 
imprecision (↑range) 

o CI can be narrowed by: ↑n, ↓SEM, ↓variance (of population) 
 
95%CI = mean ± 1.96SEM 
 
SEM: the precision of the mean of the sample in predicting the population 
parameter and is a way of relating the sample mean to population mean  
 
SEM = SD 
            √n 

 
Practical Applications 

- CI can be used to estimate most population parameters from sample 
statistics 

- Can be used to compare the differences b/n 2 groups to measure 
biological significance by: 

o Comparing 2 groups’ parameters → e.g. comparing mean of 2 
groups → if the 95%CI overlap, °sig difference 

o 95%CI of OR (as in meta-analyses), if CI includes the value 1.0 → 
°difference in outcome. 

- Keeps the units the same: they are explained as x ± y units, therefore are 
meaningful to the reader 

- Gives a means of rapidly assessing the precision of the sample (the 
smaller the CI, the more precise) 

P value 
- α: the probability of committing a type I error → inappropriately rejecting 

H0, i.e.  
o Set at 0.05 indicates that there is a 1:20 chance that researchers 

will erroneously conclude that the difference is not due to chance. 
- P value doesn’t give as good an idea of clinical applicability 

o Units are lost… x = 3 (P<0.05) but how far away? Was it above or 
below? 

o No indication of magnitude of statistical significance 
o No indication of degree of biological difference b/n 2 groups 
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2001a(16)/1996b(10): Describe the use of the null hypothesis and the P 
value in a drug trial 
Null Hypothesis (H0): reflects the supposition that a drug has no different an 
effect when compared to an existing treatment / drug. I.e. there is no difference in 
the variable of interest in the population from which the sample is drawn. 

- This approach is useful as it is scientifically valid to reject H0 if testing 
conditions are found to be false (modus tollens) → the alternative is 
scientifically difficult as to prove an association would require infinite 
sample 

o H0 is accepted / rejected based on likelihood (cannot be proven / 
disproven) 

- E.g. comparing a new drug to an existing treatment 
o A defined study population is designed, outcome is important to 

make logical conclusions 
o So..’propofol causes no significant difference when compared to 

thiopentone in the duration of stay in PACU for psychiatric patients 
undergoing ECT’ 

P Value 
- a probability number (range from 0 – 1.0) indicating the likelihood that a 

difference seen between 2 groups is due to chance alone 
- This is a pre-determined value set by researchers as the threshold of 

significance 
o Generally, set at 0.05, although 0.005, 0.1 are also common 

- It is a measure of α → probability of committing a type I error → saying 
there is a difference when none exists 

o Set at 0.05, results would indicate that there is a 1 in 20 chance of 
incorrectly concluding that differences observed is not due to 
chance. If the P value is less than α then it is said to be 
statistically significant 

- The lower α is set, the larger the sample population needs to be in order to 
have adequate power. 

- Utility: used in drug trials as they provide a probability of the H0 being 
correct. They do not provide an indication of magnitude, or units of 
parameters, which makes them less informative as to the clinical 
significance of the result (unlike 95%CI). 

Type II error (β): the probability of incorrectly accepting H0 
o This is a more accepted error to make (generally set at 0.2)  

Power: of a study is 1 – β which is the precision with which a study can detect a 
difference b/n 2 groups if one does exist. 
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2001b(16)/2000a(13)/1998b(12)/1996a(14): Briefly describe correlation and 
simple linear regression and explain the differences. What assumptions are 
common? 
General: both correlation and simple linear regression describe the relationship 
between 2 numerical variables. 
Correlation: Describe the level of linear association i.e. how closely 2 
variables relate 

- Pearson’s Correlation Coefficient (r): used for parametric data. 
Measures how closely data points on a scatter plot assume a straight 
line  

o r can be positive or negative depending on whether there is a 
positive or negative association 

o r = 0 – 0.4, 0 – -0.4  = weak association 
o r = 0.4 – 0.6, -0.4 – -0.6 = moderate assoc 
o r > 0.6, <-0.6 = strong assoc 
o Correlation is independent of scale / units 
o 1 – r2 = proportion of variance to be accounted 

 i.e. r → 1, 1 – r2 → 0, hence change in one variable fully 
described by the other change in variable 

o Strongly influenced by outliers 
- Spearman Rank Coefficient (ρ): non-parametric analysis 

Linear Regression 
- used for prediction of one variable (dependent) based on another 

variable (independent) 
- Scatter plot is important to ensure that data is linearly related (or would 

require log transformation) 
o Scatter plot is formed and a line of best fit (regression line) is 

calculated using the method of least squares 
- Sum of least squares method used to determine line of regression 

o y = mx + b, where distance b/n plots and line is minimal 
- m is the regression coefficient, and represents the slope of the line 

o dependent on units/scales used 
- 95%CI can be applied → as ↑n, CI narrows 

Common Assumptions 
- Variables are normally distributed (not necessary for Spearman Rank 

Coefficient as it is non-parametric) 
- Linear relationship b/n variables 
- Independent observations within a group 
- Random sample from a population 

Limits 
- Data only valid b/n limits → unable to extrapolate 
- Values must be independent of each other (eg HR & CO have 

↑correlation) 
- No causation (need biological evidence) 
- No use for non-linear relationships 
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2003a(5): Outline the important statistical issues in designing a study to 
compare the duration of analgesia of 2 drugs given for post-operative pain 
relief 
Population 
Intervention 
Control 
Observations 
Design 
 
Study type: prospective likely given that it is looking at the duration of 2 different 
drugs. 

- RCT would be most powerful with minimal bias 
Study question: framed as the null hypothesis 

- in [specific population] of patients undergoing [specific surgery & 
anaesthetic], [drug A] does not provide a longer post operative analgesia 
than [drug B] when administered post operatively. 

Populations: Need to minimise the variance of the population being 
investigated. This can be achieved by limiting the study to certain types of 
surgeries, pre-op fitness, smoking 

- The more limited the variance, the more limited the applicability of the 
results to the general population 

- Selection bias may occur if people are excluded / decline to be included. 
Sample Size (n): Inadequate sample size will result in insufficient power to be 
able to detect a difference b/n the 2 drugs should one exist (i.e commit type II 
error). Sample size should be calculated by a power analysis related to:  

- power of the study (↑power req ↑n);  
o Power = 1 – β → β is the probability of committing a type II error → 

incorrectly accepting the H0 
 ↓β → ↑power and req ↑n 

- α is the probability of committing a type I error i.e. the probability of 
incorrectly rejecting H0 

o ↓α req ↑n 
- population variance → ↑variance req ↑n 
- effect size, i.e. small difference will be harder to detect → req ↑n 
- test statistic: a parametric test will be more powerful than non-parametric 

Intervention: 
If one of the drugs being studied is a ‘mainstay’ of current practice (eg. Morphine) 
then it is able to be used as the control group, with the other drug used as the 
comparator. 

- if both drugs are new, they would need to be compared to control (nil 
analgesia, or mainstay) then this would require 3 groups 

o NB. There would be ethical implications in containing a group which 
receives no analgesia 

Allocation to treatment groups: assuming 2 groups only 
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- In order to minimise systematic error (bias) and ensure that both groups 
remain comparable, patients enrolled in the study should be randomised 
to either of the treatment groups 

o Stratifying the groups ensures that they remain similar after 
randomisation (wrt gender, surgery, comorbidities, anaesthesia etc) 

Administration of drugs: in order to minimise detection bias and observer 
bias, administration of drugs should be blinded so the administrators cannot 
influence the result. 
Data recording 

- If required, data recorders could also be blinded (triple blind trial) to the 
reasons that they are recording data in order to minimise recording bias. 

End points: in this case, the end points are the duration of analgesia provided 
by the 2 drugs 

- can be identified by pain score or VAS 
- Surrogate end points include: S/E (N&V, itch), satisfaction score, time to 

onset of analgesia 
Data analysis 

- Application of statistical test to determine a P value or 95%CI 
- Parametric data: requires integer / ratio data 

o Assumes: normally distributed data (°skew), observations within a 
group are independent, samples randomly drawn from population 

- This data would most be ordinal (VAS) and likely not be normally 
distributed and so a non-parametric analysis comparing the 2 
independent groups would require 

o Mann-Whitney U test → repeated measurement would make this 
test unsuitable (observations within the groups are no longer 
independent) and ↑likelihood of type I error 
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2004b(5): What are the strengths and weaknesses of the randomised 
controlled trial study design 
General: randomised controlled trials (RCT) are a form of prospective trial 
comparing 2 different groups (treatment and control). 

- It is the ‘gold standard’ of research tools 
Strengths 

- Prospective: allows the specific allocation and administration of 
intervention to a chosen population; ↓allocation bias 

o ↑precision compared to retrospective / observational data 
- Randomisation: ↓selection bias, combined with stratifying patient 

groups enables the variance of the groups to be matched ↓confounders 
- Observations can be consistent and standardised 

o Can be devised to be parametric, which is more powerful than 
non-parametric data 

- Blinding of participants and/or observers is more easily achieved, 
↑power of the study, and increasing its credibility 

- Powerful enough to detect small changes (small effect difference) 
- Large multicentre trials tend to have greater clinical applicability 

Weaknesses 
- Resource, money hungry 
- Results may not mimic real life application 
- Ethical implications: denying treatment to one group, ability to provide 

informed consent 
- Selection of patients may be too specific will decrease the variance and 

it may not be applicable to a large population (lacking applicability) 
- Recruitment bias is hard to overcome (too ill, declined) 
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2006a(8)/1999a(9)/1997b)13): In a clinical trial, why is adequate power 
important? What factors affect the determination of an adequate sample 
size? 
General: Null hypothesis (H0)  = difference observed b/n 2 sample populations 
can be attributable to chance alone that is… 

- no difference b/n 2 groups in the parameter measured 
Statistical Power: the likelihood of detecting a specific difference should 
one exist. It allows the researcher to appropriately reject the null hypothesis. 
 Power = 1 – β  
  = 0.8  
↓Power → ↑type 2 errors (i.e. inappropriately accepting the H0) 

- β is a predetermined value → commonly assigned 0.1 or 0.2. 
A study which rejects the null hypothesis cannot be underpowered as they have 
not committed a type 2 error (although it may be overpowered) 
 
Adequate power is important: places value to a study.  
A low powered study is of little value as: 

- It incorrectly accepts H0 (type 2 error) 
- Ethically: unnecessarily exposes subjects to a treatment (and its risks). 
- Scientifically: unlikely to show a statistical significance. 
- Fiscally: the unnecessary cost of funding / resources.  

Power analysis enables estimation of sample size 
High powered studies: 

- Meta-analyses: highest power → very large pooled data sets 
Sample Size 
Assuming normal distribution of numerical data 
 n > 2(z1-α/2 + z1-β)2.σ2 
       Δ2 
Where n is sample size. 
Dependent on: 

- α: probability of committing a type I error i.e. incorrectly rejecting H0. 
Generally set as 0.05 (less tolerant of saying a difference exists when it 
doesn’t) 

o ↓α → ↑n 
- β: probability of committing a type II error i.e. incorrectly accepting H0. Set 

at 0.2 (more tolerant of saying no difference exists → safer) 
o ↓β (↑power) → ↑n 

- Δ (effect size). Magnitude of the difference to be detected. In general, 
harder to detect small differences 

o ↓Δ → ↑n 
- σ2: Variance (w/in a population): cannot be controlled by researchers, but 

can be minimised. Need ↑n for a very diverse popn 
o ↑σ2 → ↑n (although ↑n cannot compensate for systematic error) 

- Fudge factor: ↑n in order to compensate for anticipated drop-out 
- test statistic: sensitivity of test statistic (parametric v non-parametric) 

o parametric more powerful than non-parametric: ↑n 
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- If non-parametric data → should add 10% to calculated sample size. 
- Sampling error: difference b/n sample mean and population mean. If a 

sample size is too small, it lacks the precision to be able to provide reliable 
data that corresponds to the population on the whole 

o ↓Sampling error → ↑n 
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2007b(4)/2006b(6): A new clinical test called ‘intubation score’ has a 
reported 90% sensitivity & 70% specificity when used to predict difficult 
intubation. Describe how the accuracy, predictive value & clinical utility of 
this test can be evaluated. How will the incidence of difficult intubation 
affect the performance of this test? 

TP: positive test & difficult intubation (true pos) 
FP: positive test & easy intubation (false pos) 
FN: negative test & difficult intubation (false neg) 
TN: negative test & easy intubation (true neg) 

Sensitivity: true positive rate. 
 =     TP 
    TP + FN 

- A high sensitivity test is a good screening test as it encompasses the 
difficult intubations (this implies that there is a low false negative rate). 

o The intubation score needs to be a good screening test. 
Therefore, it is better to have a high sensitivity and a lower 
specificity as it will minimise the number of difficult intubations 
missed (which is safer than underestimating). 

Specificity: true negative rate 
 =     TN 
    TN + FP 

- A high specificity is a good diagnostic test as it excludes those who are 
not difficult intubations, and doesn’t have a high false positive rate. 

- 70% is appropriate specificity for a screening test 
Accuracy: precision with which this test can be used to predict difficult intubation 
Incidence: rate of new cases occurring over a specific period of time 
Prevalence: total number of cases at a specified time (not relevant to difficult 
intubations as they are unknown until they occur) 
 
Predictive value: 
Positive predictive value: the precision with which difficult intubations can be 
predicted 

=     TP 
   TP + FP 

- A high positive predictive value indicates there is a lower risk of incorrectly 
predicting a difficult intubation 

- Bayes’ Theorem is also related to PPV in that  
PPV  = sensitivity of a test x incidence 
              TP + FP 
- With a rare event (low incidence / prevalence) the pre-test probability is 

already low → post-test probability will remain low 
o This will limit the precision of the intubation score, and the utility of 

the test 

 Difficult 
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Negative predictive value: precision with which difficult intubations can be 
excluded. 
 =     TN 
    TN + FN 
Clinical Utility 

- The clinical utility of this test depends on the sensitivity, specificity, as 
well as the incidence. In the case of failed intubation scores, the clinical 
utility is limited due to low incidence → low PPV 
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Statistics in a nutshell 
 
   Statistics can be classified 
 
 
 
 
Descriptive      Inferential 
- Describes a popn sample    - Try to infer something that 
- Able to apply measures of    applies to the popn from 
which 
Central tendency and dispersion    sample derived. Apply 
tests, SEM 
 
Data Types: based on a hierarchy. The higher up you go..the more inferential 
statistics you can apply 

1. Categorical: no order. 
- Can be binary (yes/no) or have >2 groups 

o More descriptive statistics and inferential tests can be applied to 2 
groups…so try to stick with those 

2. Ordinal: there is an order to it. 
- things can be placed in order (pain score); or they can be descriptive (sad 

→ happy) 
o Numerically there is no relationship 

3. Interval: there are real numbers here 
- fixed intervals b/n points 
- 1-2-3-4… 
4. Ratio: there is a true zero here.  
- significance is that doubling of the number actually means something!! 

At basic stats level there is no real difference between continuous / discrete data 
types. 
 
Measures of central tendency: also based on a hierarchy… 

1. Mode: crude. Most common number 
- Categorical, ordinal, interval, ratio data can express this 
2. Median: everything placed in order → middle number 
- Ordinal, interval, ratio data can show 
3. Mean: Sum of all numbers, divided by n 
- Interval, ratio data only 

Mean is not the most important - If the data is skewed (or non-parametric) then 
the mean may not be the most meaningful number…in that case the median may 
mean more. 
 
Measures of dispersion: exactly what it sounds like…how far the numbers vary 
from the mean 

1. Range: Highest – lowest number 
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2. Interquartile range: arrange in order → encompasses the middle 50% 
(25% each way about the middle) 

3. SD: √variance. Why?? Because units2 is messy and hard to deal with. SD 
keeps the units the same 1SD = 68%; 1.96SD = 95%; 3SD = 99.4%  

4. Variance: Sum of all squares divided by degree of freedom (n-1) 
= Σ(mean – x)2 
          n-1 

- Degrees of freedom are the number of choices that you have (other than 
1) 

Confidence Intervals 
- Give the probability that a population parameter lies within that range 
- 95% CI are often used, but 99% can be used 
- Related to the standard error of the mean → this is the precision with 

which the sample reflects the population from which it is taken 
SEM = SD 
            √n 

95%CI = mean ± 1.96SEM 
- Where does 1.96 come from? Well, 1.96 is the number of standard 

deviations about the mean to encompass 95% 
- If there is a small sample size, the t distribution is used instead → this 

also has a bell shaped distribution, but it is broader and flatter. As the t 
score approaches 1.96, the p value approaches 0.05 

What information can we get from confidence intervals? 
- Because the units stay the same, we are able to eye-ball the range of 

values → this gives us an idea of dispersion of data about the mean 
- The degree of dispersion also gives us an idea of the precision of the 

data → the more narrow the CI, the more precise the data set 
- Easily displays the magnitude of effect 

 
Box Plots (& whiskers) 

- Uses the notion that whole studies can be encompassed into one diagram 
- Line in the box is the median (notice not necessarily in middle) 
- Upper/lower borders of box are interquartile range (25% either way 

about 
the mean) 

- Whiskers are range or 1.5 x interquartile range 
o Outliers are added separately if they lie outside these boundaries 

 
Inferential Stats  

- Inferring things about a population from a small sample is fraught with 
problems 

o Lots of problems with systematic error (BIAS) which usually has a 
much larger contribution to the error of a study than… 

o Random error 
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Random Error 
- We can use P values… 

o Probability that something is true. 
o Alright, but doesn’t really give us anything that we can look at 

ourselves and make our own judgement…x = 3 (p<0.005) is really 
vague 

- Confidence intervals (CI): much better! It is the estimation of a 
population parameter from a sample. When we see x ± y (95% CI) we are 
saying that we are 95% sure that the population parameter we are 
measuring lies within this sample range. 

o We can now look at this range which means something (it is in the 
same units) and judge whether there is clinical applicability… 

 
Statistical Tests: the type of test we can apply will depend 1st and foremost on 
whether or not it is parametric or non-parametric. 
When I have 2 groups (or one and a population)… 
Student’s t test: parametric test and robust as all hell!...this means that it can 
give decent results even when the data doesn’t look absolutely and perfectly like 
it is normally distributed… 

- it compares 2 groups…no more… 
o Gives a p value (probability that there is no difference (H0)) 

- One sample t test: does the mean of 1 group of people I have differ from 
the population → have I got a good representation of the population? 

- Unpaired t test: compares the sample means of 2 completely 
independent groups 

- Paired t test: looking at the same group at 2 different times (before / after 
treatment)…do the sample means look the same? Or different? 

- Tails: this depends on where you are looking for the difference (depends 
on what you are testing) 

o 1 tail: look for a difference b/n A and B in one direction only → 
looking to see if A > B. You are not looking at whether B > A 
 Be wary of any one tailed test….how did they know which 

direction to look in?? 
o 2 tail: you look for the difference in both directions…is A < B or A 

> B? this improves the chances of finding a difference 
- By the way the non-parametric equivalent is the Mann-Whitney U test 

(unpaired) and Wilcoxon Signed rank Test (paired) and needs a ↑n 
When I have more than 2 groups… 
ANOVA: parametric test. This looks at >2 groups and asks the question… 

- Are the observed differences between my groups because my variance is 
crap? 

- Then apply post hoc analyses to determine if this is indeed so… 
Chi square analysis: only for categorical data → this is a test of significance 
which you want to have >2 groups to compare. Are there differences b/n the 
groups? Is this different to that expected? This is achieved by constructing 
contingency tables  
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- This is a versatile test… 
X2 = Σ(O-E)2 
 E 

- It derives a Chi square statistic which then is compared to a chi square 
table.  

o It derives a p value which tells us the probability that the difference 
observed was due to chance alone. 

- You do need a pretty decent sample size to do this test accurately. If any 
of the expected values are less than 5… 

o Do a Fisher’s Exact test (2 x 2): this looks at all the possible 
permutations and the chances that you arrived at this in your study. 

 
Power of a study 
α: is the probability of committing a type 1 error 

- Type 1 error is incorrectly rejecting the null hypothesis 
- Saying there is a difference when really…there isn’t 

o Want to minimise this..as we may unleash some terrible kind of evil 
on the earth.. 

β: is the probability of committing a type 2 error 
- type 2 error is incorrectly accepting the null hypothesis 
- Saying there is no difference when really…there is 

o It is more acceptable to do this…cos you may just delay the release 
of a good drug… 

- Power = 1 – β…so what? 
o Well, if a study says that there is a difference between the 2 

groups..then you cannot say that the study was 
underpowered…why? Because they didn’t commit a type 2 
error!!!...if anything it may be overpowered… 

 
Factors determining power: 
α: if you wanna ↓α you need a larger sample size 
β: if you wanna ↓β you need a larger sample size 
variance (σ2): hard to control..but basically the more different a population 
(↑variance) the larger the sample size → in order to encompass all the wonderful 
differences in your little sample… 
Difference to detect (Δ): if you only see a small difference then you have to get 
a large sample size to see it 

- variance and difference to detect are related… 
Precision of measurement tools: ↑power with better measuring (eg pO2 
measuring v SaO2) 
Fudge factor: the amount of overshoot you need to account for things like drop 
out… 

- note that non-parametric need to ↑sample size by 10%...or so… 
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Diagnostic Tests: Screeners…and diagnostics really… 

Te
st

 

 Actual Outcome 
 POS NEG 
POS TP FP 
NEG FN TN 

Sensitivity and specificity are measures of precision of a test → they are not 
related to the patient you are testing 
 
Sensitivity: true positive rate 
  =     TP 
     TP + FN 

- Good screening tests have high sensitivity…that is they have low false 
negatives (don’t want to miss them!!)..should be about 90% 

 
Specificity: true negative rate 
  =     TN 
     TN + FP 

- Good diagnostic tests have a high specificity…that is they have low false 
positives…that way we don’t start treating people who don’t have the 
disease!!! 

 
Positive and negative predictive values are tests of clinical applicability to 
the patient in which the test is being used 
PPV: How confidently can we say you have the disease if you have a positive 
test? 
  =     TP 
     TP + FP 

- Based on Bayesian theory (pre-test / post-test probability affecting the 
outcome), the more rare an outcome is…the harder it is to test for it… 
    PPV =     prevalence + sensitivity 
         TP + FP 

- We can see that if the prevalence is low…then PPV can not be very 
high..and NPV will be high 

Prevalence has NO EFFECT on sensitivity or specificity!!! 
 
Risk Ratio…& Odds Ratio… 

E
xp

os
ur

e 

 Outcome 
 Yes No 
Yes a b 
No c d 

 
Risk Ratio (relative risk): The risk of having an outcome when you have an 
exposure v getting that outcome without exposure 
  =  a/a+b 
      c/c+d 
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- Absolute Risk reduction: difference in probabilities of an event in 2 
groups. It relates risk ratio to incidence  

o If incidence is 12%, and risk is reduced by 33% (risk ratio 0.67), 
then 

ARR = incidence – (incidence x RR) 
 =   c –   a 
                c+d  a+b 

= 0.12 – (0.12 x 0.67) 
 = 0.12 – 0.08 
 = 4% or 0.04 

- Number needed to treat: reciprocal of ARR. Describes the number of 
patients who need to be treated to see an effect in 1. 

 
Odds Ratio: the odds of being getting the outcome, as opposed to not getting 
the outcome 
  = a/c 
     b/d 
  = ad 
     bc 

- Odds ratios are useful as they are more mathematically robust than risk 
ratio. 

- They are also derived from logistical regression → we do a lot of these in 
anaesthetic research 

NOTE: when there is an outcome with a reasonable prevalence…OR 
approaches RR. 
 
Systematic R/V & Meta-analysis: Process of combining all results of different 
trials into derived pooled estimates of effect. 
 
Systematic Review is a qualitative analysis (you have to do this 1st). 

- Overview 
- Describes the process of getting and evaluating all relevant trials and 

interpreting their results 
The Meta-analysis is a quantitative analysis 

- Each individual trial is summarised by a measure of treatment effect 
 Trials are weighted → large trials have more weight 

o Done by calculating its odds ratio and its 95%CI 
o Odds ratio looks at the odds of on outcome in treated v non-treated. 

 OR = 1 = no effect 
 OR < 1 = reduction in risk 
 OR > 1 = ↑risk 

o 95%CI of the OR 
 95%CI includes 1 = not statistically significant 

 
Graphical Display: Forrest Plot 

- OR = box (size changes with sample size) 

0 -1 -3 -2 1 2 
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- Whiskers = 95%CI 
- Diamond = pooled OR + 95%CI for all trials 

o If pooled diamond doesn’t cross 1 then its significant 
 
 
Weaknesses of Meta-Analysis: 

- Systematic error 
o 1° publication bias → negative studies don’t tend to be 
Published!! 
o Studies can be published more than once in different 
Journals and be double counted  

- Heterogeneity → studies are not measuring same thing 
- Outdated studies 
- No control over study design 

Strengths: 
- Highest level of evidence (level 1) 
- Work is already done (cheaper, ethically sound) 
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